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Introduction
Alcoholic beverage consumption is a part of all cultures throughout the world. Everyday hundreds of millions of people consume alcoholic beverages like beer or wine. The pervasive consumption of alcohol in the world has led to a wide variety of styles, flavors, and concentrations, to fill the diverse tastes of its consumers. Communities centered around alcohol exist all over the world where users discuss their favorite varieties and review them at great lengths. These websites contain libraries of a wide range of beers and wines. One of the most important properties of an alcoholic beverage is its ABV (alcohol by volume) content. It’s labeled on every bottle sold and is an important aspect for some consumers when choosing their beverage. These communities spend great lengths of time giving their opinions on different aspects of the experience of drinking an alcoholic beverage.
Dataset
One community, BeerAdvocate.com, has thousands of users posting reviews on their favorite (or not so favorite) beers every day. SNAP [1] provides a dataset sourced from BeerAdvocate’s rating data of over 1.5 million reviews. The data is provided as a gzipped text file and requires some parsing to make sense of, but generally reads like json. The reviews include the name and brewer of the beer, the user that made the review, ratings across 5 categories, the full text the user provided with the review, and the time it was posted. The 5 rating categories are [Aroma, Appearance, Palate, Taste, Overall] and have values between 0 and 5 with 0.5 increments. The dataset spans from January 1998 to November 2011 and ranks about 66,000 beers from 6000 different brewers (Tbl. 1).
	Table 1: Overview statistics of BeerAdvocate dataset

	# of reviews
	1,586,259

	# of beers
	66,051

	# of styles
	104

	# of users
	33,387

	# of brewers
	5840



If we look at the distribution of ratings they tend to follow a standard Gaussian distribution with a median of 4 for all categories (Fig. 1). The slight variations in the rating data give an interesting picture of the variations in user preferences. It appears that appearance ratings get the most 4’s out of any category. This could be a good indicator that most consumers tend to think all beers look relatively the same. Conversely if we look at taste, it has the lowest number of ratings at the median. This is probably because taste is the most significant criteria of what makes a beer unique. Both results seem intuitively true.

Figure 1

Another aspect of the data are varieties to the properties of the beers such as the ABV. Most beers reviewed seem to vary between 3.5-12% ABV (Fig. 2). A strange outlier from the graph seems to be that the majority of beers rated have a ABV of 5.0% as seen in the Figure 2. 5.0% ABV beers consist of 109,144 reviews. This is likely due to inaccuracies in reporting of beer ABV values and the familiarity consumers have with common cheap beers with the same ABV. From the distribution of beer styles, the most popular being American IPA’s by a landslide, it’s interesting to see the separation between the set of styles that have the most ratings, and the less well known styles. This may hint to a divide in the user base of novice and experience beer reviewers that tend to rate the less common styles.

Figure 2
An interesting aspect of the dataset is that a large portion of reviews seem to be missing their ABV value. This may be because ABVs are reported by the user, which is supported by our previous observations of a huge majority of beers having an ABV of 5.0%. This brings up an interesting question, could a user determine from their opinions on the experience of consuming the beer, what it’s ABV content is? 
Prediction
A good baseline that can be used to determine the validity of a predictor models success would be to just say that all beers have an ABV content of 5.0%. To measure the accuracy of our model we can take the Mean Squared Error on the predicted results versus the known values. If we take the MSE of our baseline predictor we get 9.56546708. This will be our number to beat. In order to more accurately predict the ABV content of a beer we need to choose some viable features to make successful predictions. The most accessible features that consumers have available when they’re trying to determine the ABV content is their own senses. If a predictor could be made from just how the user perceives the different qualities of the beer we would have a useful tool for helping people determine how strong a beer is any time. Determining an ABV value from 5 rating features with ranges of 0-5.0 hints that a linear regression model will be a good starting point. This could be modeled like so:


This is a good first order predictor and is great for its simplicity and practicality for an actual person to apply. The entire point is that anyone can rate a beer on the 5 categories. After they’ve rated the beer all that must be performed is 5 multiplications and 4 additions. It’s conceivable someone could do this on their own without a computer. If the model has fairly good accuracy then we may have discovered a new bar trick.
The next best set of features to add would be categorical indicators for what style the beer is. Often times a user can determine the style of the beer fairly easily or the information is readily available. We can build these features from the original dataset by first creating a list of all unique styles of beer from the entirety of the reviews. Once this has been done one can see that there are 104 unique styles of beer. We can turn these into features by appending a new value to X for every style. All of these features will be 0 except for the feature that represents the style of the beer, this shall be 1. Rather than removing one style feature we keep all of them so for the case when all features are 0 the predictor doesn’t assume it is the style we removed. If all of these features are 0 it signifies that we’ve encountered a new style and the predictor will ignore any effects style would have on the final rating. The model now looks like:


The accuracy of this model will surely be higher at the cost of higher complexity. The last major features that would help be using the brewery identifiers as additional categorical feature indicators. This will add a lot of complexity to the model as there are 5840 unique brewers in the dataset. This final model looks like:


	 = Aroma rating
	 = Taste rating
	 = Brewer category j

	 = Appearance rating
	 = Overall rating
	

	 = Palate rating
	 = Style category i
	



This final model can get absurdly large to train for very quickly. For the full dataset of 1,586,259 reviews, the data represented in terms of its features would grow to a size of 9,469,966,230 elements. A common response to adding so many features would be to include regularization with the model. However, due to the simplicity of the features, regularization is unlikely to give any benefit. The categorical features are really only 2 additional features and would be hard for the model to over fit on anything in particular.
Related Literature
The BeerAdvocate dataset was put together by Julian McAuley for his research in multi-aspect text analysis for predicting user review ratings [2], and modeling the evolution of user expertise [3]. Both of these analyses focus on taking user features such as the text of the review they gave or their history of beers reviewed and how they felt about them to make more accurate predictions of their ratings. The research in this paper presents a unique angle of trying to determine a not so obvious feature of the beer based on simple opinions of consumers of it and known information about the beer. However the techniques used in this paper aren’t novel in the slightest. Linear regression is an old, tried and tested method of predicting a value in a range based on other range values. It’s not exactly the best way to go about solving the problem as discussed earlier. In order to fully consider the problem using the available features in the dataset, training becomes a massive undertaking. A better model wouldn’t need so many features to represent 2 categorical features. A multilayer perceptron might be a good candidate for a predictor that doesn’t require such a verbose representation of categorical features. Although these models are more complex with additional non-intuitive hyper parameters such as the number of hidden layers and nodes per layer. Their cost function also ends up being non-convex with lots of local optimums that methods like gradient descent could get stuck in. Furthermore, more advanced feature learners and models that have high success with NLP such as recurrent neural networks could be used to process the textual information the user provides in their review. There’s a lot of potential indicators that could be present in what the user says about the beer that would be indicative of its ABV content.
Experiment
In order to test the results of the model the data was downloaded and parsed using python. After the general review information was parsed into a dictionary further feature extraction was performed to get a list of all unique beer styles and brewers. There are 4 unique models that we developed and wanted to test and compare.
1. Baseline (5% BAC for all ratings)
2. Linear Regression (User ratings)
3. Linear Regression (User ratings + Beer style)
4. Linear Regression w/ Regularization (User ratings + Beer style)
The baseline model simply returns 5.0 for every prediction. We can pass this through a MSE function to compute our baseline accuracy. The next step is to split up our data into a training set, validation set, and test set. We’ll take a pretty common 60-20-20 split here. Our basic linear regression model is simple and easy to fit. We create our feature data by bundling together the 5 rating categories, plus a bias term that is always 1. We then get all of our labels by creating an Nx1 array consisting of reported ABV values. Using NumPy least square linear matrix solver (numpy.linalg.lstsq) we can efficiently calculate the theta coefficients to our predictor using the training set and test it using our test set. Our next model uses the list of unique styles we parsed. For every training sample we check to see if the style of the beer in the review is a match for every style of beer we know of. If there’s no match we set that feature to 0, and when we do find a match the feature becomes 1. We again train this linear regression model using NumPy and our training set, and test its accuracy using the MSE on our test set. Our last model uses the exact same features except we introduce regularization to our cost function to discover if there are higher order terms that are overcomplicating our model. We do this by first picking an arbitrary regularization parameter λ = 0.1 and this time use SciPy with a custom cost function (scipy.optimize.fmin_l_bfgs_b) and run the algorithm across the training set until it converges. After the algorithm has converged and gives values for ϴ we then run the same optimization except we use ϴ as our parameter and vary λ across the validation set. Finally we test our final parameter values using the MSE on the test set.
Results
Baseline:

Linear regression (User ratings):



Linear regression (User ratings + Beer Styles):


Linear regression w/ Regularization (User ratings + Beer Styles):


Our basic linear regression model was able to do more than twice as good as our baseline predictor. This is great because the model can be cleanly presented as 5 values. If we interpret these results we can see that beers with high alcoholic content tend to have a pleasant aroma and taste good. The palate rating and appearance have much less of an effect on the ABV. A very non-intuitive result is that higher overall ratings tend to reduce high alcoholic content. This could be due to some of the more popular beers having a lower ABV content or it could be an indicator that the population as a whole tends to prefer low ABV beers. These results almost seem to be at odds with each other. In general people like the smell and taste of a high ABV content beer, but not the full experience. When we included the style of the beer the results become far more accurate again, reducing the error in half again. This makes sense because style and preparation dictate in large parts the amount of alcohol in the product. Some of the highest ABV content beers are American Double / Imperial Stout, American Barleywine, and Russian Imperial Stout, and some of the lowest ABV contents beers are Hefeweizen, American Pale Ale (APA), and English Pale Ale. Finally when regularization was introduced the accuracy of the model was reduced. This was predicted earlier and is because the model was is simple and convex. Despite having a large number of feature all have very high variance with lots of useful information.
Conclusion
During the course of this research we carefully examined the statistic of the online beer rating community BeerAdvocate. We discovered that good aroma and taste are highly correlated with high ABV content beers and that overall users tend not to like high ABV content beer. Furthermore we’ve discovered a few styles of beer that are indicative of high and low ABV content. We also showed that using a very simple model of just user’s opinions can give a fairly high accuracy. 
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Beer Style Distribution

Happoshu	Kvass	Roggenbier	Faro	Gose	English Pale Mild Ale	Braggot	BiÃ¨re de Champagne / BiÃ¨re Brut	Sahti	Lambic - Unblended	Low Alcohol Beer	American Dark Wheat Ale	Japanese Rice Lager	Kristalweizen	Chile Beer	English Dark Mild Ale	Black 	&	 Tan	Keller Bier / Zwickel Bier	Eisbock	Euro Strong Lager	Scottish Gruit / Ancient Herbed Ale	Smoked Beer	English Stout	Berliner Weissbier	Wheatwine	American Malt Liquor	Rauchbier	California Common / Steam Beer	Dortmunder / Export Lager	Euro Dark Lager	English Strong Ale	Flanders Oud Bruin	Cream Ale	American Double / Imperial Pilsner	Foreign / Export Stout	Gueuze	Belgian Dark Ale	Flanders Red Ale	BiÃ¨re de Garde	Dunkelweizen	Altbier	Munich Helles Lager	Irish Red Ale	Munich Dunkel Lager	KÃ¶lsch	English Bitter	Vienna Lager	American Pale Lager	Scottish Ale	American Amber / Red Lager	Weizenbock	Schwarzbier	Rye Beer	Herbed / Spiced Beer	Maibock / Helles Bock	Lambic - Fruit	English Porter	American Black Ale	Bock	Baltic Porter	Belgian IPA	Irish Dry Stout	American Blonde Ale	Czech Pilsener	Milk / Sweet Stout	English Barleywine	Light Lager	Old Ale	Pumpkin Ale	English India Pale Ale (IPA)	Extra Special / Strong Bitter (ESB)	Scotch Ale / Wee Heavy	American Wild Ale	Euro Pale Lager	Quadrupel (Quad)	Oatmeal Stout	Belgian Pale Ale	English Brown Ale	Dubbel	Winter Warmer	Doppelbock	German Pilsener	English Pale Ale	MÃ¤rzen / Oktoberfest	American Pale Wheat Ale	American Stout	American Brown Ale	American Barleywine	Hefeweizen	Witbier	Tripel	American Adjunct Lager	Saison / Farmhouse Ale	Belgian Strong Pale Ale	American Strong Ale	Fruit / Vegetable Beer	Belgian Strong Dark Ale	American Amber / Red Ale	American Porter	American Double / Imperial Stout	Russian Imperial Stout	American Pale Ale (APA)	American Double / Imperial IPA	American IPA	241	297	466	609	686	700	1040	1046	1061	1114	1201	1470	1546	2204	2286	2314	2358	2591	2663	2724	2751	2986	3018	3475	3714	3925	3962	4038	4440	4657	4799	4995	5138	5435	5972	6009	6542	6664	6729	7122	7741	7870	7877	7941	8442	8787	8954	9099	9133	9311	9412	9826	10130	10337	10611	10950	11200	11446	11528	11572	12471	12595	12726	12740	13166	13731	14311	14703	15550	15959	17212	17441	17794	18015	18086	18145	19354	19532	19983	20661	21699	22155	23402	23523	24204	24538	25297	26728	27908	30140	30328	30749	31480	31490	31945	33861	37743	45751	50477	50705	54129	63469	85977	117586	


