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ABSTRACT
	For this project we are analyzing and evaluating different data patterns in order to predict the rating a user would give to a particular restaurant. The pattern we are observing is what a user may rate a restaurant based on previously gathered information about the user and about the restaurant. We are utilizing the Yelp Dataset Challenge data for Challenge Six to help us in this task. This dataset includes all of the information we need in order to achieve our goal and using the information we have learned in Julian McAuley’s CSE 190 Data Mining and Analytics class, we are mining the data provided by the Yelp Dataset. We hope that we will be able to build a useful predictor that will predict the rating a user might give a restaurant based on the previous ratings a user has given, the average restaurant rating, and the sentiment of the review text.

INTRODUCTION
When beginning this assignment, our group, consisting of Michael Chu, Magdalena Ciara and Shannon Ocheltree started by looking through several different data sets ranging from simple beer reviews verses wine user reviews and wine flavors in order to see if we could make a prediction of a users review on wine based off of the reviews they gave to certain beers. We looked at these datasets in previous assignments, so we figured we could start with what we had from those assignments and try to improve our model. However, we realized that in order to achieve the results we wanted, we would need to modify the datasets to make sure they contained the same users and make sure that we added in wine flavors in the wine data set. Once we did that, we would have had to create a model that used the wine flavors to help correlate to beers. After discussing this option we realized that it would be more practical to use data that was already given and allocate all of our time to trying to perfect our model.

Ultimately, our group decided we would use the Yelp Dataset Challenge dataset given for Challenge six. We decided to use this dataset because this data had similar categories to the beer data. Also, we all are regular users of the yelp app, so we figured that we would have a strong chance of choosing which factors would have an effect on the rating. Our strategy was to use the words in a users review to predict if it was a positive or negative review. We all agreed we would calculate the sentiment value by giving words different weights and storing a sentiment value for each user pertaining to business. We used the sentiment values of all the users on a particular business to then predict the number if stars the restaurant received. 

Using the yelp dataset, we plan to utilize the concepts we have learned from Professor Julian McAuley at University of California, San Diego, in his Data Mining class. We all agreed that using linear regression from Homework 1 and the principal component analysis from Homework 2 would be the most helpful in constructing our model. Later on, we will use graphing and modeling tools that will help us analyze our data in order to make our model more accurate. In the end, we hope to achieve our goal of being able to successfully predict a users rating of a restaurant based on the text phrases they use to describe their experience.

EXPLORATORY ANALYSIS
Our dataset of choice was the Yelp dataset from Challenge Six of the Yelp Dataset Challenge. The reason we chose this dataset was because it provided us with 1.6 million reviews written by 366 thousand users on 61 thousand businesses across 10 cities in 4 different countries and it included a wide variety of features.

The dataset included multiple attributes for the categories: business, review, user, check-in, and tip. The business data included the name of the business as well as the business location, type, opening hours, star rating, and review count. The review data connected the user to the business and added the rating the user gave. The user data gave the user’s ID, number of reviews written, the average number of the ratings given, the number of friends the user had, as well as the length of the Yelp membership. The last two categories were check-in which listed the number of check-ins for a given business at different times of the day, and the tip, which connected the user to a business and a tip text. Given the magnitude of these attributes, we concluded that this dataset would give us an interesting variety of data to choose from to make predictions.

Based off of Yelp’s Dataset, we could already see what pieces of data we wanted to use in our prediction and what pieces we wanted to manipulate for our prediction. The categories we liked the most for predicting user ratings were: business, user, and review. We also saw some potential for check-in but we decided to just stick with the first three to start off with. By combining features in different ways, we decided that we could figure out the best combination to build an accurate predictor for our problem.

PREDICTIVE TASK
	After we looked at the yelp dataset, we were able to agree on what we would try to predict.	We decided we wanted to predict the rating of the user gave a business based on; the review text, the user's past ratings, and the business's current average rating. We predict, before we start fitting predictors on the data, that users will most likely rate around the average rating of the business. So if 80 percent of the users give a business 4 stars, we assume that the user will most likely rate the business 4 stars. 

	There are many different approaches we could take to solving the problem. The first approach will serve as our baseline. For our baseline, we found a paper by Wael Farhen, in which he is also trying to predict review rating, but his uses different features than we do [2].  In the model that Farhen built; atmosphere, age level, and alcohol, all contributed to the predicted rating. Location and past trend were also considered. Once he gathered all of these attributes and their effect on the rating, he used a variety of models to make his predictions, but he ended up with a mean squared error of approximately 1.7 [2]. After looking at his approach, we decided that he was over-fitting that data, by considering too many attributes, which were affecting the results in a negative manner. For this reason, we decided that we would take a different approach.

	We remembered for our assignment, for creating an amazon predictor, the professor gave us baseline code that predicted the users review based on the average review given to the product. It worked very efficiently and was challenging to beat. So we decided we would start with averaging users review on the business and assigning reviews based on that. Once we completed that we decided to that we would use text analysis to also predict ratings. We used python’s textBlob library in order to read the reviews users were leaving. Once we read in the reviews, we used a predefined sentiment library in order to assign each user review a sentiment weight. We also decided to use the same approach for sentiment values as we did for user reviews. We calculated the sentiment average and used that to create a validation set.

After building the predictor, we used the mean-squared error to assess the validity of the model. The higher result we would get for the mean squared error would mean that our model was not that accurate. If we received a high mean squared error, we would try a different approach to the problem, by considering additional attributes.

	If the predictor that we have built does not accurately predict the check-ins (which we expect from just having a predictor on ratings) we will build a feature set with both the rating and the number of reviews given to a business. Both of these features together should allow us to fit the model much more precisely, thus yielding accurate predictions. Once again, we are going to use the mean-squared error to assess the validity of our approach. By building this predictor, we should be able to accurately predict the rating a user will give a business.

MODEL
	We began by analyzing the features from each section and tried to pick the ones that we thought would help us build the best predictor. We decided that the best features to use were: business ID, user ID, star rating, and review text. Each of our features required some form of manipulation. 

Our model used three predictors:
1. The sentiment of the sentence in the review text to be predicted.
2. The average sentiment of the user’s past reviews.
3. The average rating of the business’s past reviews. 

For the first two parts of our model, we had to run a sentiment analysis. We did this using the python TextBlob library. The sentiment analysis returned a polarity number and a subjectivity number. We used the polarity for our analysis.

	We used linear regression to predict the reviews. Linear regression is a way of modeling a scalar dependent variable “y” and one or more independent variables “X”. 

	The equation for the linear regression looks like this:
XΘ = y

“X” represents the matrix of features, and “Θ” represents the features that are unknown – in our case, this is the review rating. Lastly, “y” represents the vector of outputs. This equation helps us make our predictions.

	We use the Mean-Squared Error equation to check that our predictor is valid.	
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Where “n” is the number of values in the test set, “Ŷ” is the predicted value from the test set, and “Y” is the actual value. 

LITERATURE
For the dataset that we are using, Yelp released a series of challenges and problems for anyone to try and solve. Unfortunately, we have not had the chance to see the different challenges before we started with our own predictive task. Since the dataset consisted of data from 10 different cities in 4 different countries, it is geared towards observing various cultural and urban trends within different populations. For example, are people in international cities less concerned about driving in to a business, indicated by their lack of mention about parking? Yelp released helpful code to help people get started on using their data and release meaningful academic papers to allow the public to see what has already been attempted.

	Since the Yelp dataset competition has not been around that long, no literature has been published on it’s behalf, but there are reports of other projects for previous Yelp Dataset Challenges that contain data from last year similar to the data in the dataset we are using. In the first Yelp Dataset Challenge, the data featured reviews and businesses from the greater Phoenix metropolitan area, which is different than the data that we have in the current dataset. For example, Professor McAuley had a winning submission to the first dataset challenge, predicting how a user will respond to a product using latent factor models and building predictors on user trends by first exploring the “hidden dimensions” of customer reviews using a wide set of different datasets [1]. In conclusion after reading the work of our professor on how users review certain things, we found that it is important to combine the accuracy of a rating predictions, in example, mean squared error, and the likelihood of a review corpus.

RESULTS
	After running many linear regressions with the different combinations of the predictors listed above as well as a few other features, the best one came out to be the one described above. The final features used included the sentiment of the current review text, the difference between the sentiment of this review and the average of the user’s review sentiments, and the average rating of the business’s past reviews.

	After making the predictions, we then rounded the predictions to the nearest number that the users could give as a rating. This meant both rounding and making sure that no values were below 1 or above 5.

	Running the validation data through the model ultimately gave us better results than expected:
· MSE from our regression: 1.2676
· MSE from Wael Farhan’s best algorithm: 1.7018
· MSE from randomly guessing: 4.1655 [2]

This model works decently well as there is a very normal noticeable trend in the data. Reviews that have more positive sentiment in the text generally have better ratings.

Below is a scatter plot of a random subset of 500 points from our dataset. We chose to only graph a subset of the data so the trends were visible as the data in this subset is still representative of the whole. There is a very clear rise in rating as the sentiment of the sentence gets to be more positive.

		Sentiments vs. Rating
  [image: ]Sentiment (as given by TextBlob)

		       Rating (in Stars)

CONCLUSION
	Overall our features did a decent job predicting the rating given by the user, the sentiment of the review text proves to be a good enough predictor of how the user thinks of the business. Using the review text’s sentiment turned out to be a very good predictor of the review’s stars. One of our biggest problems at this point is the variation in the sentiments for each rating. Certain users tended to speak more negatively than their ratings gave or vice versa. To deal with this, one of the features we added that helped greatly was the use of the users’ average sentiment in their past reviews. This helped normalize the sentiment of the review in question and allowed us to minimize the variation in individuals’ languages. Finally, our last feature, the business’s current average rating, proved to improve our results further. This was likely due to users generally having the same notion of the business when giving the review and being able to see other users’ reviews prior to posting their own reviews.

[bookmark: _GoBack]	Compared to different sets of features and a wide range of estimation tools examined in the past by Mr. Farhan, our model performs much better. Because of this, overall we feel our model was a success and could be used in the future to predict someone’s mood and/or feeling toward something without directly asking.
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