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I. Dataset

This study focuses on a data set of around 100,000 movie reviews compiled by GroupLens Research. The reviews are the result of around 700 users of the MovieLens web site each administering a rating to a handful of movies from a list of around 9000 films. Although a vastly larger compilation of reviews exists on GroupLens that contains around 10 million ratings through combinations of approximately 72,000 users and 10,000 movies, not only does the size of the data set far exceed the processing capabilities of this particular study, its release dates back to January 2009. The data set that this study focuses on contains the latest reviews up to August 2015. 


The data given is split up into three files: “movies”, “tags”, and “ratings”, each compiled in comma-separated values (CSV) format. The “movies” file is formatted into a “movieId” section, a “title” section, and a “genres” section. The “title” section of an entry contains the plaintext title of the movie that one would see distributed across other media such as advertisements (e.g. “Toy Story”). The “genres” section contains the set of categories that a film may be described by. The categories are chosen from the following list: Action, Adventure, Animation, Children's, Comedy, Crime, Documentary, Drama, Fantasy, Film-Noir, Horror, Musical, Mystery, Romance, Sci-Fi, Thriller, War, and Western. If the MovieLens web site had not categorized a film, the “genres” section only contains “(no genres listed)”. Finally, the “movieId” section contains the numerical ID of a movie, which acts as a point of reference in the “tags” and “ratings” files. In the “tags” file, the data is separated by “userId”, “movieId”, “tag”, and “timestamp” fields. The “userId” specifies the user from the MovieLens web site that the particular data sample is covering. The “movieId”, as noted, is to be looked up in the “movies” file to determine which exact movie that this data sample is covering. The “timestamp” represents the amount of time in seconds that has lapsed since midnight Coordinated Universal Time (UTC) of January 1, 1970. Lastly, the titular “tag”section contains a short word or phrase from the user in the sample that either objectively or subjectively describes the sample film (e.g. “great movie”, “sci-fi”). The “ratings” file is nearly identical to the the “tags” file except that the “tag” rating section is replaced by a “rating” section. The “rating” section contains the user's rating of a movie, made on a five-star scale with half-star increments. The lowest value that appears in this section is 0.5 while the highest is 5.0.


Within this data set containing limited amounts of features, what stands out are the characteristic genre data as well as the numerical rating. Both fields have a low range of data, with ratings only appearing between 0.5-5.0 and movies being listed under a maximum of 18 (an extremely rare case). As these simple properties are the most prominent within this data set, it follows that this study identifies its predictive task from them.

II. Predictive Task


Because the most prominent characteristics from the data set are numerical ratings of movies and descriptive lists of genres for each film, a pertinent predictive task that can be studied on this data set is predicting the average rating that a film will have given the genres it has been categorized into. Notably, the task being studied is not the rating a specific user will give a movie. For new and unseen samples, a modeled solution for that task could be rendered unusable due to inability to handle newly encountered users. From the decided predictive task, we can also derive the average rating for a movie within each specific genre, as well as the average rating for a movie listed under a certain number of genres.


To allow this predictive task to be taken on the data set, the three files comprising it would have to be consolidated. As the “tags” file does not hold any data significant enough to be considered for this study, it can be ignored. To consolidate the remaining “movies” and “ratings” files, they will be processed as follows: for every movie listed in the “ratings” file, a data sample would be derived which contains the movie, identified through its “movieId”, the movie's average rating, and the movie's genres obtained from the “movies” file. A movie's average rating is obtained from calculating the average rating among all the instances of the movie found in the “ratings” file.


To evaluate my model at this predictive task, first I will split the processed data set in half. One half of the samples will be put into a training set while the other half will be used as a validation set. Then, I will compare my model to a baseline model, both trained using the training set, through their performance on generating predictions of ratings for each movie in the validation set. Performance will be determined by the mean squared error of the model. Testing the models on data obtained from the data set itself supports the validity of the models and their effectiveness on new and unknown yet predictably similar test cases.


The baseline model to be considered for this study is simply the average rating for all movies encountered in the data set. To improve upon the predictive capabilities of the baseline model, a linear regression model will be considered for this study. The features that I will use are binary indicators for each of the eighteen genres that specify whether a movie is of that genre. 

Model
Rating = theta_0 + theta_1(Action?) 

               theta_2(Adventure?) + …

Example feature vector
Given a movie of the “Action” genre, its feature vector will be:

[1 1 0 0 0 …]

where the first 1 is to account for theta_0.


Following evaluation of the linear regression model and ensuring that it outperforms the baseline model, the linear regression may then be trained using the entire processed data set.

III. Model


Given that the data set has a limited amount of features apparent in just the rating of a movie and a movie's genres, the linear regression model would be the most useful to work with the predictive task at hand.  


For this study, we are looking solve the task of predicting the average rating of a given movie through its listed genres. As this study does not look to recommend a movie to a given user, we can eliminate the need for models and systems such as collaborative filtering, which takes an unsupervised learning approach and searches for similarities between users and items to generate a recommendation. We can also eliminate the need for a latent-factor model, which although takes a supervised learning approach relevant towards predictive tasks, is nevertheless used to perform recommendation by projecting users and items into some low-dimensional space, irrelevant to the predictive task of this study.


Other models considered to be used with this data set are those used in classification. As the predictive task for this study is predicting the average rating for a movie given its genre(s), a related task that could consequently be taken is classifying a movie to a specific genre given its rating. Despite the availability of classifiers such as Naive Bayes, logistic regression, and support vector machines, the derived classifying task would not be able to be effectively taken due to predicting a single label among a range of classes/genres from a single rating feature versus the original task of predicting a quantitative rating label from a more extensive range of classes/genres. Additionally, the fact that a movie can be classified as multiple genres makes the classifying task more complicated to accomplish for a classification model based on a single feature.


The naive model of calculating the average rating of all movies given the samples in the training data set is best used as a baseline to compare with the linear regression model decided on for this study. The naïve model's weakness lies in that it oversimplifies its prediction by relying on only the rating feature itself and neglecting to address the nuances introduced by the other features present, primarily the movie genres. Although a weakness of the linear regression model is having to determine relevant features to use, for this data set, the linear regression model only has to consider how to use a uniform set of genres as features (how this study actually uses the genres is described exactly in the previous section, “II. Predictive Task”). 


Originally, I attempted to figure out a way to use the tags feature in the “tags” file as part of the linear regression model's features. However, the tags were found to be unusable due to their brevity and subjectivity,  preventing a useful, quantitative interpretation of them to be found. Therefore, I decided not to consider them for this study and instead focus on the correlation between a movie's average rating, and its genres. 


An issue that I ran into with this model was ensuring that it was not overfitting. The data set is organized in a way such that all of the ratings from a specific user are listed together. If the processed data set were to be handled as-is with half of the samples going towards a training set and the other half going towards a validation set, the model would be trained on the ratings of a specific half of the users. As such, the model would not perform optimally as it would not generalize its predictions for newly encountered movies, but rather be slightly biased towards how a particular set of users rates movies of certain genres. This issue is handled when conducting the evaluation of the model by randomizing the processed data before splitting it between a training set and a validation set. Randomization reduces the risk of having a slight bias towards specific users when handling the data by increasing the range of different users encountered during training. Beyond evaluating the model, using the entire processed data  to train the model nullifies any effect of randomizing the data, yet reduces the risk of overfitting by maximizing the amount of users encountered and thus generalizing its predictions. 


With larger data sets such as those present in existing studies, similar issues of overfitting and usable features were mitigated with vastly larger, highly varying, and more detailed sets of observations. 

IV. Literature


The data set covered in this study originates from MovieLens, a movie recommendation service. Before being made public, it had been previously used by the GroupLens Research Group at the University of Minnesota. GroupLens operates within the Department of Computer Science and Engineering and uses data sets such as the one in this study to explore fields including recommender systems, online communities, mobile and ubiquitous technologies, digital libraries, and local geographic information systems. For their MovieLens service, GroupLens focuses on a movie recommender based on collaborative filtering.


As the data set I've collected is based on movie reviews, it finds similarities with other data sets that are collections of product reviews. One of these similarities lies in the way of quantifying a review on a scale. Another similarity is documenting a qualitative description of the review, be it through the brief “tag” field in this data set, or a fully written review found in other data sets. The main difference between this data set and others is the level of detail in each sample. As previously described, each sample in this data set is described by a “movieId”, “userId”, “rating”, “tag”, “genres”, and a “timestamp“. Other data sets can include not only these features, but other features including but not limited to: values detailing how helpful other users found a review, lengthier text explaining a review, a summary of that explanation, and a geographical location of the review.


The task of movie-rating prediction is commonly undertaken. In small, modest studies of data sets less than or equal to the size of the data set in this study, they also gravitate towards using a linear regression model. In Dimiter Toshkov's “Predicting movie ratings with IMDb data and R”, Toshkov recognizes the limitations of using the linear regression model when working with limited features [1]. However, he also finds that “non-linear regressions and other modeling tricks offer only marginal predictive improvements over a simple linear regression approach”. Although models other than linear regression reveal the underlying framework of given data, they perform only slightly better at the actual predictive task.


On a vastly larger scale, Netflix held a contest with a prize of a million dollars to improve their own movie rating prediction system by 10%. One approach taken by Dan Gillick, as described in “Predicting Movie Ratings: The Math That Won The Netflix Prize”, is to predict a rating that minimizes the prediction error i.e. the mean rating for the Netflix data set [2]. From this rating, Gillick adds numerical offsets determined off of users and a similarity with other notable films. He then optimizes his model through stochastic gradient descent. This model easily outperforms my model through its access to more resources to train and base itself off of as well as its implementation of more in-depth mathematics.

V. Results


Compared to the baseline model that utilizes the average rating of the data set as a predictor and has a mean squared error of 0.66042, my model improves upon it with a mean squared error of 0.60362. Using binary indicators of whether a movie was a certain genre worked better than having also included features based on the “tags” feature available. Attempting to include a tag as a feature through its length proved ineffective because of each tag's brevity, and attempting to included a tag based on its positivity or negativity was also ineffective due to tags being of both subjective and objective nature. In addition to ineffectiveness, attempting to include a tag feature would be detrimental by introducing a variable to offset the data that very likely has no correlation due to the reasons of ineffectiveness stated.

From training off of the entire data, the following fitted parameters were generated:

[ 3.34618687, -0.1523399 ,  -0.00927484,   

  0.43399155, -0.19764089, -0.1590218 ,   

  0.04770244,  0.51022917,   0.24946913,  

  0.02020319,  0.28197011, -0.26269713,  

  0.05574387,  0.07913835,  0.0514222 ,

 -0.04838976, -0.04957663,  0.10242145,   

  0.10968916]

based off of the feature vector:

[1, Action?, Adventure?, 

     Animation?, Children?, Comedy?, 

     Crime?, Documentary?, Drama?, 

     Fantasy?, Film-Noir?, Horror?, 

     Musical?, Mystery?, Romance?, 

     Sci-Fi?, Thriller?, War?, 

     Western?]


These fitted parameters tell us that the following genres tend to negatively affect the average rating of a movie: Action, Adventure, Children, Comedy, Horror, Sci-Fi, and Thriller. Exploring the combinations of these offsets will help quickly determine the predicted average rating of a movie when knowing its genres.
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Figure 1. Average Rating vs. Genre
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Figure 2. # of Genres vs. Rating


Using my solution to the predictive task, we can observe in Figure 1 the average rating for each genre. Interestingly, the Horror genre is the least popular genre, while Documentaries are the most popular. And in Figure 2, we can see that movies with a maximum encountered 7 genres are the most popular, while genres with 4 genres are the least popular. To note however, it is probable that the samples with higher numbers of genres comprise a small number of outliers and thus may not be an accurate representation of all samples with a high genre count attribute.

[1] http://www.r-bloggers.com/predicting-movie-ratings-with-imdb-data-and-r/
[2]http://www.science20.com/random_walk/predicting_movie_ratings_math_won_netflix_prize
