Valdes 3 


Jose A. Valdes
CSE 190 A00

Assignment 2
Dec. 1, 2015
Assignment 2 Report
1. Datasets and exploratory analysis.

The dataset selected for this project is data about water points in Tanzania, Africa. This dataset was given by Taarifa, an open source platform that report and triage infrastructure issue, and retrieved from the Tanzania Ministry of Water. Also, it can be found in the webpage Driven data in the challenge “Pump it Up: Data Mining the Water Table.” This dataset consists of 59400 samples which includes the following 41 data elements:

· id:  The identifier of the water point
·  amount_tsh: Amount of water available to the waterpoint
· funder: Who funded the well

· gps_height: Attitude of the well
· installer: Org. that installed the well

· longitude: GPS coor

· latitude: GPS coor.

· wpt_name: Name of the waterpoint if any

· num_private: Always 0

· basin: Geographic water basin

· subvillage: Geographic location

· region: Geo. Location

· region_code: Geo. Location

· distric_code:  Geo. Location

· lga: Geo. Location

· ward: Geo. Location

· population: Population around the well

· public_meeting: True/ False

· recorded_by: Group entering this row

· scheme_management: Type of company who operates the waterpoint

· scheme_name:Name of the company

· permit: If the waterpoint is permitted

· construction_year: Year the waterpoint was constructed

· extraction_type: The kind of extraction the waterpoint uses (Specific Type)

· extraction_type_group: Kind of extraction used. Classified in groups (Some specific)

· extraction_type_class: Kind of extraction used  (General)
· management: How the waterpoint is managed (Specific)

· management_group: Same as before, classified in general groups

· payment: Different ways of payment (Specific)

· payment_type: Different ways of payments (general)

· water_quality: Quality of water (Specific terms)

· quality_group: Same as before (General)

· quantity: Quantity of water (Specific, a string)

· quantity_group: Same as before (General)

· source: The source of the water (Specifc)
· source_type : The source of the water (Some specific)
· source_class : The source of the water (General)
· waterpoint_type : The kind of waterpoint (Specific)
· waterpoint_type_group : The kind of waterpoint (Some specific)
· status: Is the well functional, needs repair or is non functional 
The data fields such as ‘amount_tsh’, the data fields with GPS coordinates, and population, are integers. The rest of the fields are strings. By looking at those elements, some of them are already clustered such as the ‘type’ or ‘class’ data fields. Others are just used for indication.  This is some statistical analysis of my interest were the following features:
· Static head of well (Water in the well):

· Average: 317.65
· Std deviation: 2997.54
· Median : 0

· Min: 0

· Max: 350,000

· Population:

· Average: 179.9

· Std. Deviation: 471.47

· Median: 30

· Min: 0 (Probably missing values, but ii is just assumption)
· Max: 30,500
· Quantity of water in the region: (Percentage based on total datapoints in dataset)
· “dry”:  10.51%

· “insufficient”: 25.46%

· “enough”:  55.86%

· “seasonal” 06.18%

· “unknown”: 1.32%

· Quality of water:
· 'fluoride': 0.03 %

·  'unknown': 3.15%

·  'salty abandoned': 0.57%

·  'coloured': 0.82%

·  'fluoride abandoned': 0.02%

·  'salty': 8.17%

·  'milky': 1.35%

·  'soft': 85.55%

· Status of well:

· ‘functional needs repair': 7.26%

·  'functional': 54.30%

·  'non functional': 38.42%

As we can see, those statistics indicates that this dataset is unbalanced, making the task of training more challenging.
2. Predictive Task
The predictive task that I decided to do (And also because there is competition with a hidden test set) is a classification task of whether the water point is either functional, needs repair or non functional. This task will be evaluated using the classification task :

1/N ∑ I(yi = ŷ) where I = 0 if yi = ŷ and 1 if not. The objective is to minimize this classification rate. The models used were the ones described in class. Naïve Bayes is computationally cheap, also, I can take advantage that there are some fields that are truly independent to others, reducing the impact of the double counting. Logistic regression can fix the double counting issues with Naïve Bayes, so we can consider the Naïve Bayes model as some type of baseline (Not a baseline at all). Since we have enough data, its results are supposed to beat Naïve Bayes. In addition, I will include SVM in order to see how this model performs against the other 2 previously mentioned.
Major differences between this assignment and the rest of the homeworks are that logistic regression will be implemented, and that this is a multiclass classification task since there are 3 possible classes to assign.  In order to apply the models for this task, we will create predictors for each class, and we will assign a class based on the predictor that has more confidence in its decision (That is, the predictor that has the greatest probability that indicates the class of a datapoint). In order to have some baselines, we will use only the priors on Naïve Bayes, and only an offset for logistic regression and SVM.
For the features used by logistic regression and SVM, since most of the data are strings, I will be using vectors that will contain only zeros or ones. Each vector will have a length of the sum of all possible options for each  field with string data plus 1 for each numeric field plus an offset. For example, if I use field1 of string data and  field4 of numeric datafor my model, the length of my vector will be 1 for offset+ possible options of field1 + 1 for field4. For numeric data, except the geographic coordinates,  I will get the average and standard deviation of the data points of each label, that is, 3 averages and 3 std. deviations. Then I will get the 3 different z-point of each data point, and  normalize that result to range 0 to 1 where the closer to 1, the less is z-point is. This number will be included in the feature and in the calculation of the Bayes model

3. The Best Model
Using the classification rate with baselines, a training set of 43,000 samples, and 16,400 samples as validation, the validation scores were the following:

Class error by Naive Bayes = 0.45506097561

Class error by Log Regression = 0.45506097561

Classification error by SVM = 0.45506097561
Basically, all models coincided for the baseline number. In order to optimize those results, I decided to add first all the string data that I considered relevant for the task. My choices were 'public_meeting' (If there are people around, then the well has to be used more frequently),  'quantity' (If the water of the region determines the utility of having a well), 'extraction_type' (This can have potential different problems), 'source' (How easily is to obtain water), 'payment' (Does the well have funds to be maintained?), 'water_quality' (Is the water good?), 'waterpoint_type’ (same reason as extraction_type), ‘construction_year’ (The more old, the more problems can be encountered in the future). Those are the following results of including those biases:
Class error by Naive Bayes = 0.276524390244

Class error by Log Regression = 0.26908536585
Classification error by SVM = 0.257122093023 Even when SVM is the best model in terms of error rate, the problem is that the features used for this task are big, so the computation takes much for than the time to calculate both the Naïve Bayes and Logistic regression model.

On the test file, the score of classification error was:

SVM Predictions: 0.2506
This reflects that there was not a big over fitting at the moment of testing the predictor, but there is still some amount of error. I tried to include the numeric data such as population and the amount of static head the way I mentioned in previous section. However, implementing that addition to the Naïve Bayes model increased the classification error by approximately 0.0020 (Including each one separately), and 0.0010 in the logistic regression (Not tested in SVM since it will take time, and it will return an error greater than my best one). In addition, I tried to implement the following strategy for latitude-longitude coordinates on the training data: Taking the average of the pair  (latitude, longitude) of each of the 3 labels in order to create 3 centroids. Then for each data point, take the distance and add it to the feature. This strategy only made an increase of approx. 0.0003 on the classification error.
4. Literature of the Problem
The dataset comes from Taarifa, an open source API that solves infrastructure issues.The problem to solve is to classify the wells,  This dataset is given as a part of a competition. So far, the best performance on this dataset has been a classification error of  0.172 . For classification tasks, besides the models used here, we there are other classification techniques such as decision trees. Those decision trees have nodes that contains a field of the datapoint with child nodes we traverse based on the decision to be made given by the current node. In this case, the decision tree will need to have multiple splits as we have a multiclass classification task. 
A variation of this is random trees. This work as following:
· We take a sample cases at random  with replacement,. This sample will be the training set for growing the tree.
· We select m fields where m<<M  (M is the total of fields)i at random out of the M and the best split on these m is used to split the node. The value of m is held constant during the forest growing.
· Each tree gets as large as possible. There is no pruning

A third one is the neural network classifies. Basically takes a data point with its associated weight and based on functions called ‘neurons’,  it sums the weights of the input and return some result y. Those weights are continually adjusted, so even the same data point is given for training more than once. While this is computationally expensive, it reduce almost completely the noise in the data.
5. Conclusion.

The current best model for my task is the SVM. However, Naive Bayes and Logistic regression are useful to quickly check if the inclusion of a new field or modification of some feature construction will reduce the error, and if so, give the features to the SVM model. More works needs to be done since my model has only have a 75% accuracy. The way I preprocessed the data was simply by ignoring unnecessary fields. However, I consider that fields such as the coordinates and amount static head, and population play an important part. The problem to solve is how to reduce noise using unsupervised learning methods, and the clustering of the data based on coordinates in order to make better use of them. So far, this model considers when and how the well is constructed, if there are some activity in the well (such as meetings or payments), and the state of the water in the region.  Using vectors of zeros and ones have been the most useful compared to adding just the direct number to the logistic regression model. However, this feature increase computational time which can be a problem if more fields are added. Preprocessing better the data, and testing more models are necessary in order to reduce the classification error.
